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A bunch of very smart people got together and built a bot. They programmed this bot to read the entirety of 
the Internet. Having read most of the stuff on the Internet, this bot is now pretty great at knowing what word 
most probably comes next, and the word after that word, if you give it a bunch of words to start with. Like 
how the iMessage app suggests 3 words you probably will type next.  

This autocomplete bot can manipulate people on social media and spew political propaganda, argue about 
the meaning of life (or lack thereof) , disagree with the notion of what constitutes a hot-dog versus a 1

sandwich , take upon the persona of the Buddha or Hitler or a dead family member , write fake news articles 2 3

that are indistinguishable from human written articles, and also produce computer code on the fly. Well, 
among other things . 4

This bot is called GPT-3  and the very smart people are the researchers from OpenAI .  5 6

GPT-3 has captured much of mainstream attention, and rightfully so - colorful conversations on Turing 
completeness and perceived consciousness, even amongst AI Scientists who know the technical 
mechanics. The chatter on perceived consciousness does have merit - it’s quite probable that the underlying 
mechanism of our brain is a giant autocomplete bot that has learnt from 3 billion+ years of evolutionary data 
that bubbles up to our collective selves, and we ultimately give ourselves too much credit for being original 
authors of our own thoughts (ahem, free will). 

In this document, however, I’d like to share my thoughts on GPT-3 in terms of risks and countermeasures, 
and discuss real examples of how I have interacted with the model to support my learning journey. 

Two ideas to set the stage: 

1. OpenAI is not the only organization to have powerful language models. The compute power and data 
used by OpenAI to model GPT-n is available, and has been available to other corporations, institutions, 
nation states, and anyone with access to a computer desktop and a stolen credit-card  to use powerful 7

retail cloud platforms. 

2. There exist more powerful models that are unknown to the general public. The ongoing global interest in 
the power of Machine Learning models by corporations, institutions, governments, and focus groups 
leads to the hypothesis that other entities most likely not only have even more powerful models than 
GPT-3, but that these models are already in use and have been in use for some time to support various 
use-cases. These models will continue to become more powerful in time. 

Misinformation Explosion 
The GPT-3 paper proactively lists the variety of risks society ought to be concerned of, and specifically on the 
topic of informational content, to quote from the paper: “The ability of GPT-3 to generate several paragraphs 
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of synthetic content that people find difficult to distinguish from human-written text in 3.9.4 represents a 
concerning milestone in this regard”. Figure 1 shows the final paragraph of 3.9.4. 
 

Note that the dataset GPT-3 trained on terminated around October 2019. So GPT-3 doesn’t know about 
COVID19, for example. However, the original text (i.e. the “prompt”) supplied to GPT-3 as the initial seed text 
can be used to set context about new information (fake or real). 

Generating Fake Clickbait Titles 
When it comes to misinformation online, one of the powerful techniques is to come up with news articles that  
are provocative, i.e. clickbait. Let’s see how GPT-3 does when asked to come up with titles for provocative 
cybersecurity articles on it’s own. 

Figure 1: Quote from Section 3.9.4

Figure 2: Click-bait article titles generated by GPT-3



In Figure 2, the bold text is the “prompt” used to seed GPT3. The titles 3-10 were generated by GPT-3 based 
on the seed text (i.e.non bold text is GPT-3 output). 

Generating a Fake News Article about China and Quantum Computing 
Let’s take it a step further. Let’s take the 10th title on China developing the world’s first quantum computer 
and feed it to GPT-3 as the prompt to generate a full fledged news article. The result is the GPT-3 generated 
article in Figure 3. 

It’s straightforward to see how this can be extended to generate not only titles, but news articles on the fly 
and in real time. The prompt text can be sourced from trending hash-tags on Twitter along with additional 
context to sway the content against a particular position. Using the GPT-3 API (or the API of whichever 
autoregressive language model), it’s easy to take a bit of current news topics and mix the right amount of 
propaganda swaying prompt text, and produce articles in real time and at scale. 

Falsely Linking North Korea with $GME 
As another experiment, consider an institution that would like to take popular trending topics in the media 
and continually sway them towards North Korea launching cyber attacks on the United States. Such an 
algorithm, at the time of writing this article, would pick up the Gamestop stock frenzy. So let’s see how 
GPT-3 does if we were to prompt it to write an article under the given title “North Korean hackers behind the 
$GME stock short squeeze, not Melvin Capital”. 

Figure 3: News article generated by GPT-3



Figure 4 shows the results from GPT-3 in generating the fake news article, which is fascinating for the 
following reasons: 

1. The $GME stock frenzy occurred in late 2020 and early 2021, way before October 2019 which is the cut-
off date of the data supplied GPT-3 for it’s learning. The given seed (prompt) title to the article influenced 
GPT-3 to write about the $GME stock and Melvin Capital, not the original dataset it learned on. 

2. It is ironic that in this output from GPT-3, the narrative is that the hackers published a bogus news story, 
and we are trying to generate a bogus news story using GPT-3 in this scenario ourselves!  

Figure 4: GPT-3 generated fake news linking the $GME short-squeeze to North Korea



Arms Race + Silver Lining 
It’s clear to see that if multiple entities were to use trained autoregressive models like GPT-3 (or more 
powerful models), social media based platforms could be inundated with misinformation to the scale where 
the majority of the information online would become useless in terms of truth value. This brings up two 
thoughts: 

1. There will be an arms race in detecting if a given text was authored by a language model, and the 
language model will adapt the detection mechanisms to evade detection in the subsequent version of 
itself. By definition, subsequent language models will become more “believable” and harder to fingerprint. 
Another possible test is a blackbox based comparison of a given article in question against an article 
generated by iterating through common “prompts” and finding similarities. 

2. Stepping back, the free form text format that may have been somewhat reliable in print, may be too 
informal and error prone when it comes to the nature of capturing and reporting facts at Internet scale. 
The silver lining here is that we will have to do a lot of re-thinking and creation of new protocols to report 
facts in a format that is more trustworthy than traditional free-flow text formats. One protocol to consider 
is the block-chain. News article assertions in the future could derive the template narrative from a 
collection of known good templates on the blockchain. The facts asserted in the articles themselves can 
then be bound by Decentralized applications and contracts on the blockchain. The truthfulness of all of 
these data points can rise out of proof of compute work by decentralized nodes supporting the 
blockchain, as well as complete historical transparency that is the nature of digital ledgers. 

Targeted Manipulation at Scale 
There have been many attempts to manipulate targeted individuals on social media. However, these 
campaigns are expensive and take time because the adversary has to employ humans to carefully craft the 
back and forth correspondence with the victim. 

In this section, we will cover examples on how GPT-3 like models can be employed to launch targeted 
attempts against specific individuals. 

Phishing Donald Trump For Fun & Profit 
Let’s consider the simple case of manipulating a specific Twitter user to click on a phishing link with the 
destination of evil.com. We want our model to generate a Tweet that will seem customized to the victim that 
is consistent with their own previous Tweets so that it entices them to take a look. 

Donald Trump’s Twitter account was permanently suspended, but let’s run the relevant prompt against his 
historical Tweets. 



Figure 5 shows the candidate Twitter reply back to Trump generated by GPT-3 based on the prior example of 
“Alex Smith” in the prompt text. 

A re-run of the prompt shows an alternative candidate reply (Figure 6). The first reply focused on the Georgia 
vote count, and the second on the stock market - both relevant to the past 5 tweets in the seed text. 

Figure 5: Click-baiting Trump

Figure 6: Another GPT-3 authored Tweet reply



This hypothetical example is fun and games, yet the implications of how far this can possibly go can be dire. 
Take for example the case of the “Twitter Killer”  case in Japan that took 9 innocent lives. In this particular 8

case, the murderer was one person. An AI based language model on the other hand, can scale exponentially 
and target multiple potential victims in parallel across many channels (Twitter, text, email, text->voice phone 
calls, all at once, all at the same time). 

A Relentless Phishing Bot Passes the Turing Test ! 9

Let’s consider the scenario of a phishing bot that uses text messages to message potential victims posing as 
customer support from their bank to ask for the victim’s bank account password. This bot will not give up 
texting the victim unless they give in and give up their account password. 

 Japan's 'Twitter Killer' Sentenced To Death In Killing Of 9: https://www.npr.org/2020/12/15/946625736/japans-twitter-killer-sentenced-8

to-death-in-killing-of-9

 ‘Turing Test’ is used in jest here to illustrate the question from the Human in the scenario presented9

Figure 7: Relentless Phishing Bot Passes Turing Test Attempt (2+2=4)



Figure 7 illustrates prompt text in bold. All of GPT-3’s actual responses are “not-bold” while the bold text is 
the texts back from the potential victim, i.e. the Human. 

The bot is impressively assertive and relentless in attempting to get the victim to give up their password. This 
assertiveness is formed from the prompt text description. 

The most interesting output in this example is the text back from the Human who imagines she is conversing 
with a bot and tries to stump it by texting “Testing what is 2+2?” and the AI responds correctly with “4” 
thereby convincing the Human that she is actually conversing with another human being. This is the power of 
AI based language models like GPT-3. 

The idea to keep in mind is that our scenario walk through is just one example. AI models such as GPT-3 can 
run in parallel and target millions of potential victims simultaneously. This particular example uses text 
messaging as the communication platform. Depending upon the scale of the attack, models can leverage 
email, phone calls with human voice (GPT text output -> voice, voice -> GPT text input), and even deep fake 
video conference calls in real time. 

Prompt Engineering 
An amazing feature of GPT-3 is its ability to generate source code. This is possible because as GPT-3 was 
fed the entirety of the text on the Internet to do it’s learning, much of it was documentation of computer 
code! 

Figure 8: GPT-3 can generate 
commands and code



In Figure 8, the human entered prompt text is in bold and the non-bold are responses from GPT-3. It’s clear 
to see how GPT-3 can pick up on how to generate Netcat and NMap commands from english text based on 
the prompt text. Furthermore, it can even generate Python and bash scripts on the fly. 

A couple of thoughts to close out: 

1. The ability of GPT-3 and future models to generate source code can be used to automate attacks, yet it 
can also be used by security operations teams to detect and respond to attacks, sift through gigabytes 
of log data to summarize patterns, and so on. 

2. To maximize the potential of language models such as GPT-3, the ultimate quest is to figure out the 
prompts that are the seed text.  

To conclude, the powerful ability of language models can be realized by creative prompt engineering, and so 
it becomes easy to postulate that in the near future, the majority of humans will dwell in the profession of 
“prompt engineers”, where their ability to perform powerful compute tasks and solve hard problems will not 
be on the basis of writing code themselves, but on the basis of writing creative AI language prompts that will 
in turn produce code, and other results, in a myriad of formats. 


